DiaTrack Test Data Generation

To test pages, queries, and visualization we need a large amount of patient data.  The data should be semi-realistic so that a demo using that data does not get sidetracked by data issues.

To generate test data, we need to generate many hundreds of patients.  For each patient, we need to generate a history of office visits and metrics.  Patients need to be distributed across ages, ethnic groups, gender, and any other selection criteria used during searching.

All patients must be assigned to a practice.  To test patient data confidentiality we have to have a minimum of 2 practices to confirm that a physician in one practice cannot see protected patient data from another practice.  This also allows us to test the inter-practice communication protocols.

To generate patients, we will have a list of typical last names, and male and female first names.  For each test practice we can generate patients by using combinations of first and last names.  Patients will be distributed across decades of age ranges.  Youngest type 2 patient will be 30 and oldest will be 90.  Older patients may have an onset age of 30 or older.

For each patient, their starting condition is determined randomly.  Thereafter, a set of rules are used that cause metric values to change with each office visit.  As values change, the level of treatment and the patient compliance are varied within reasonable parameters.

Rules for modifying patient metrics are based on the scale for the metric in question.  For each patient visit, we will generate values for the following metrics with the given scale ranges:

	
	Lowest Extreme
	Normal Low
	Normal High
	Highest Extreme

	BMI
	15.0
	18.5
	25.0
	40.0

	Diastolic
	50.0
	60.0
	80.0
	140.0

	Systolic
	80.0
	110.0
	140.0
	260.0

	Cholesterol
	140.0
	180.0
	200.0
	400.0

	Cholesterol HDL
	15.0
	40.0
	60.0
	80.0

	Cholesterol LDL
	50.0
	100.0
	120.0
	250.0

	Glucose, Fasting
	40.0
	80.0
	100.0
	300.0

	Glucose, Post Prandial
	40.0
	80.0
	145.0
	450.0

	HbA1C
	4.0
	7.0
	7.5
	12.0

	MicroAlbumin
	0
	0
	0
	0.3

	Protein Urine
	0
	0
	0
	3.0

	Pulse
	40
	60
	76
	180

	Triglyceride
	100
	140
	180
	600

	Weight
	0
	0
	0
	0


Each scale has both extreme limits and normal limits, and this is used to divide the scale into 3 parts: 
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Metrics are generated within these ranges and metric variations are based on a percentage of the range extremes.  As each measurement is generated, the probability of the metric changing is based on the last known treatment and compliance level of the patient.
There are six treatment levels and 3 compliance levels as outlined in the Specifications document.  The following table shows the probability of the patient metric improving or worsening given their current levels and prior metric value:

	
	
	Poor
	Average
	Strict

	
	
	Improving
	Worsening
	Improving
	Worsening
	Improving
	Worsening

	 
	above
	.20
	.30
	n/a
	 
	n/a
	 

	Monitoring
	normal
	0
	.50
	 
	 
	 
	 

	 
	below
	.50
	0
	 
	 
	 
	 

	 
	above
	0
	.60
	.60
	.20
	.20
	.10

	Light
	normal
	0
	.60
	.50
	.20
	.30
	.20

	 
	below
	0
	.40
	.10
	.40
	.20
	.10

	 
	above
	0
	.70
	.60
	.20
	.15
	.15

	Moderate
	normal
	0
	.70
	.50
	.20
	.20
	.20

	 
	below
	0
	.50
	.20
	.30
	.15
	.15

	 
	above
	0
	.80
	.40
	.20
	.10
	.10

	Strong
	normal
	0
	.80
	.10
	.50
	.15
	.15

	 
	below
	0
	.60
	.80
	.10
	.10
	.10

	 
	above
	0
	.90
	.35
	.15
	.50
	.05

	Urgent
	normal
	0
	.90
	.40
	.20
	.30
	.10

	 
	below
	0
	.70
	.90
	0
	.80
	.05

	 
	above
	0
	1.00
	.60
	.10
	.80
	.05

	Critical
	normal
	0
	1.00
	.50
	.15
	.80
	.05

	 
	below
	0
	.80
	.80
	0
	.80
	0


For example, if the previous patient treatment level as moderate and there compliance was average, and the metric being generated as last in the above normal range, then the probability is .6 that the metric will improve, .2 that it will get worse, and .2 that it will not change.

Once we know if a metric is getting better or worse, the next problem is the magnitude of movement.  This is also expressed as a table based on the treatment and compliance levels.

	
	Poor
	Average
	Strict

	
	 low
	high 
	low 
	high 
	low 
	high 

	Monitoring
	5%
	20%
	n/a
	 
	n/a
	 

	Light
	5%
	20%
	3%
	15%
	2%
	10%

	Moderate
	5%
	20%
	3%
	15%
	2%
	10%

	Strong
	5%
	20%
	3%
	15%
	2%
	10%

	Urgent
	5%
	20%
	3%
	15%
	2%
	10%

	Critical
	5%
	30%
	3%
	15%
	2%
	10%


For instance, if the same patient as before was used, and if we determine that their value will change, then it will change within 3% to 15% of the magnitude of the scale which applies to that metric.  These changes are expected to transpire over a period of one month.
Once all the measurements have changed, if the preponderance of measurements are doing something, then the treatment level and/or compliance level may also change.  As the metrics change, the next treatment level and compliance also change.  Changes of treatment level tend to occur particularly when boundaries in the scale are crossed.  So if a patient is in poor compliance with a moderate treatment, and their health metrics cross from the normal range to the above normal range, this would typically trigger a change in the treatment level in hopes that the patient may, with their poor compliance habits, be able to address the change in health.
Not all measurements are equal, however.  A change in the glucose level is the single most important trigger for treatment changes.  Treatment level changes are made with respect to measurements.  Compliance level changes are made with respect to how difficult treatment is and how the patient “feels”.  At the outset, when the patient is created, their inclination to comply with treatment will be randomly generated and that value will determine how likely they are to comply with various treatment levels.  As a patient’s condition worsens, they are more likely to comply on the whole.  As a patient’s condition improves, the are less likely to be compliant.
The probability of patient compliance given a treatment level are as follows:

	Patient Compliance Probabilities

	Treatment Level
	Weak
	Normal
	Strict

	Light
	50%
	30%
	20%

	Moderate
	35%
	50%
	15%

	Strong
	15%
	35%
	40%

	Urgent
	0%
	15%
	85%

	Critical
	0%
	0%
	100%


Another problem is that some metrics are related to one another either inversely or directly.  Metric groups are: 

· BMI, Weight: Directly related (if BMI is rising so is Weight)

· GlucosePP, HbA1C: Directly related

· Cholesterol, LDL, and Triglycerides: Directly related

· GlucosePP, Cholesterol: Related in this way, high glucose levels preclude low cholesterol levels.  If GlucosePP is above the normal range, then the Cholesterol level is also above the normal range.  When GlucosePP is within or below normal, it has no relationship to Cholesterol.  This may not be expressed in the test data.
· Diastolic, Systolic: Directly related

· GlucosePP, GlucoseF: Directly related

Treatment levels imply a hierarchy of increasingly aggressive regimens.  While this is true, it is far beyond the scope of this project to characterize treatment levels based on prescriptive treatments.  Instead, DiaTrack relies on the physician to characterize their current prescription for a given patient.  They can select a check box to indicate if a treatment is light, moderate, etc.
One aspect of data generation is scheduling appointments.  In this simulation, the more aggressive the treatment level prescribed dictates how long, on average, before the next appointment is scheduled.  This means that patients experiencing higher levels of treatment will be visiting the doctor more often and thus will also be generating more data points.  Currently, the average days between visits are as follows:
	Treatment Level
	Average Days

	Monitoring
	90

	Light
	60

	Moderate
	30

	Strong
	14

	Urgent
	7

	Critical
	1


When generating the next appointment date, the current treatment level is used to get the average days (N), then a random value is generated in the range N/2 to N*3/2.  The amount of time that has transpired between visit dates affects the magnitude of change in a metric value.  With shorter times, the value changes are smaller.

A simple model for mortality is used that simply uses age and gender as the determinant.  A mortality rate for the generated test population is set at 1.5% per year and distributed among a set of possible causes:

	
	Male (55%)
	
	Female (45%)

	
	<45
(12%)
	45-54
(18%)
	55-64
(30%)
	65+
(40%)
	
	<45
(10%)
	45-54
(20%)
	55-64
(30%)
	65+
(40%)

	Heart Disease
	35%
	40%
	50%
	30%
	
	35%
	45%
	50%
	40%

	Diabetes
	10%
	20%
	30%
	40%
	
	5%
	10%
	15%
	30%

	Cancer
	35%
	25%
	10%
	25%
	
	40%
	30%
	25%
	25%

	Other
	20%
	15%
	10%
	5%
	
	20%
	15%
	10%
	5%


For each patient, an onset date is generated that falls randomly between their 20th birthday and the current date.

One a set of practices, doctors, and patients have been created, visits with metrics, treatments, and compliance levels can be generated.  For each patient, an initial state is created.  The initial state consists of a set of measurements for each metric type.  An appropriate treatment level is set and a compliance level is randomly selected.  Thereafter, new appointment times are generated and metrics change randomly in accordance with the probabilities and magnitudes described earlier.
After all data has been generated, mortality rates are applied.  When a patient expires, all data beyond that date is deleted.

As patient history accrues, complications are diagnosed.  This is vital for simulating patient searches.  The probability of any complication arising is always increasing with the length of time the patient has had diabetes.

Complications are limited to the following:

Diabetic Retinopathy (I, II, and III).  The likelihood of the complication is based on duration of diabetes, elevated levels of GlucosePP, and the presence of Hypertension.  Probability of level I is 1% over the life of the patient.  As time progresses, for every 3 years with diabetes, percentage increase by 3%.  Whenever GlucosePP or GlucoseF are above the normal range for at least one month, the probability doubles.  If hypertension exists, the probability doubles.  Probability of level II is 30% of level 1, unless they already are at level 1, in which case the probability of going to level 2 is the same as level 1.  Similarly, the probability of going straight to level III is 5% of level 1.  However, if they already have level 1 it is the probability of level 2 * 20%.  If they have level 2 it is the original probability.
Hypertension.  Likelihood is based on duration of diabetes, elevated blood pressure and pulse.

Diabetic Nephropathy (I, II, III).  Likelihood is based on duration of diabetes, elevated glucose levels, presence of protein in urine, and presence of Hypertension.

Diabetic Neuropathy (I, II, III).  Likelihood is based on duration of diabetes, elevated glucose levels.

A diagnosed condition never reverses.  It is possible to skip levels upward but not downward.  It is possible to get any complication at any time, it is just that the probability increases as noted above.

When generating test data, the first problem is to generate practices, doctors, and patients.  Practices and Doctors can be generated with random names using a name generator.  The name generator uses a data file to contain last names, male first names, and female first names.  One or more random names are generated on demand.

Patients are divided between male and female and distributed among ethnicities using the following tables, based roughly on the incidence of diabetes in the overall population:

	Incidence of Diabetes

Based on Gender

	Gender
	Incidence

	Male
	48%

	Female
	52%


	Incidence of Diabetes

Based on Ethnicity

	Ethnicity
	Incidence

	African
	18.0%

	Caucasian
	60.4%

	Hispanic
	13.0%

	Native American
	1.6%

	Oriental
	6.0%

	Other
	1.0%


Patient distribution across age groups falls roughly into three ranges: 20-39 (13%), 40-59 (48%), and 60-80 (39%).  As patients are generated, they are distributed into these age groups and an onset date for diabetes is created randomly between their 20th birthday and the current date.  This provides a wide range of diabetes duration over the patient population.
Initial complications may also exist at the onset date.  The onset date is the date of first diagnoses of Type II Diabetes.  The probability that a patient will have complications at their onset date is determined as follows:

	Likelihood of Complications at Onset Date

	Complication
	Likelihood

	Hypertension
	5.0%

	Nephropathy
	1.1%

	Neuropathy
	3.0%

	Retinopathy
	2.2%
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